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Summary. Witnesses and victims of serious crime are normally requested to construct a picture of the criminal’s face. These pictures are known as facial composites
and are typically produced by a witness recalling details of the face and then selecting individual facial features: hair, eyes, nose, mouth, etc. While composites remain
an important tool for the apprehension of criminals, research has suggested that,
even under favorable conditions, they are rarely recognized. In the current chapter, we present a new method called EvoFIT whereby users select complete faces
and a composite is “evolved” using a Genetic Algorithm. While considerable development was required to tune the new approach, research indicates that EvoFIT
now produces more identiﬁable composites than those produced from the traditional
“feature” systems. Novel applications of the technology are also discussed.

9.1 Introduction
Creating a drawing of someone’s face requires considerable skill and practice
and is usually a job for an artist. Most people cannot produce a recognizable
face. However, a victim of or witness to a crime may be asked by the police
to create such an image of the person he saw. Unable to do so alone, he
works with either a skilled sketch artist or a specially trained police oﬃcer
operating a photo-composite system. While sketch artists can produce quite
good renditions of a target face, results from computer composite systems
are typically relatively poor (e.g., [1, 2, 3, 4]). This chapter describes how
the artistic potential of an evolutionary-based face generation system may be
exploited to produce a system that allows users to produce a passable likeness
with relatively little help.
The current procedure requires a witness ﬁrst to describe the appearance
of a face and then to select individual facial features: hair, face shape, eyes,
brows, nose, mouth, and ears. A sketch artist draws the face by hand using
pencils and crayons, while the composite systems use features cut from photographs of a large number of faces. The term facial “composite” is used to
describe an image produced from any technique, including a sketch artist.
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Facial composites are circulated within a police force, and sometimes more
widely in the newspapers and on TV, in an attempt to identify a suspect and
promote an arrest.
Methods for producing facial composites have changed considerably. About
40 years ago, a system called Photoﬁt was popular in the UK (and was similar to another called Identikit in the US). Photoﬁt contained facial features
printed on jigsaw-like pieces that ﬁtted into a template to build up the face.
The approach was simple to use, but research suggested that the faces produced were rather poor renditions of the persons concerned (e.g., Ellis et al.
[5]). While part of the reason for this turned out to be limitations in the available facial features (Davies [6]), a more serious problem was that witnesses
were required to select facial features in isolation from a complete face [7].
There is good evidence that we recognize faces as “wholes” (e.g., Tanaka and
Farah [8]) and the absence of a complete face for selecting the facial features
interferes with this process. Modern systems not only contain a better range
of facial features, but witnesses select the features in the context of an intact
face.
There are many of these “feature”-type composite systems available
throughout the world, and most are computerized. In the UK, there are two
systems, E-FIT and PRO-ﬁt; in the US, there are more: FACES, Identikit
2000 and ComPhotoﬁt are examples. It is apparent that a good rendition of
a face is now possible with these techniques when a person works directly
from a photograph of a face, essentially an exercise in copying [1, 9]. However,
laboratory research clearly demonstrates that a diﬀerent story emerges when
a person constructs a face from memory. It turns out that composites are
correctly identiﬁed only about 20% of the time when a target has been seen
quite recently [1, 2, 9, 3, 4], but after a delay of several days, the norm for
real witnesses, correct identiﬁcation levels fall to just a few percent, in spite
of some careful experimental designs which have attempted to mirror police
procedures as far as possible [10, 11, 12].
This result is particularly alarming in the light of the considerable developments made in the production systems and the forensic importance of
composites. The consequence is that few criminals are likely to be apprehended using current procedures and technology. But, why should this be?
We believe that the basic procedure of selecting individual facial features is
an unnatural process, even if carried out in the context of a complete face.
As mentioned above, faces are perceived as wholes, not parts, and, as such,
approaches based on the selection of individual features are essentially ﬂawed.
The traditional process clearly involves an element of recalling information,
and describing and selecting facial features, an exercise similar to remembering
items in a shopping list, and is subject to quite rapid decay (Ellis et al. [13]);
this would appear to be the reason why composite quality diminishes with increasing delay. However, while face recall decays rapidly, face recognition does
not, and instead remains more stable for longer periods (e.g., Shepherd [14]).
Indeed, this contrast reﬂects a more general division within human cognition
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between the recognition and the recall of information (e.g., [15]). It would appear therefore that an approach based more on recognition rather than recall
is likely to be more successful for the production of composites.

9.2 A Recognition-Based Face Evolving System
Given the deﬁciencies of the traditional “feature” approach, a better composite system is likely to be one that capitalizes on our ability to recognize a
face as a whole, rather than recalling speciﬁc details of a face and selecting
individual facial features. For the past ten years we have been designing such
a system: EvoFIT [16, 17, 18]. Users of EvoFIT are presented with sets of
complete faces, initially with random though plausible facial characteristics,
and select a few that best match their memory of a target. These faces are
then bred together to combine their characteristics, and users select again.
Repeated a couple of times, the faces become more like each other and more
like that of a target. Ultimately, the face with the best likeness is saved as
the composite. A composite is therefore evolved by the supervised process of
selecting whole faces. A Genetic Algorithm (GA) is used to breed the selected
faces together, to provide a user with alternatives, and, in doing so, to carry
out a search in the space of possible faces.
We are aware of two other systems that evolve faces in a similar way, one
developed by Chris Solomon [19], the other by Colin Tredoux [20]; while we are
not aware of a formal evaluation involving these alternatives, one comparing
EvoFIT and the ID system [20] has recently been proposed [21]. The general
approach was inspired by Richard Dawkins [22], but has also been popularized
in Michael Crichton’s novel, Prey [23].
In the following sections, the mechanism used to generate faces within
EvoFIT is described, along with details of the GA used and the enhancements
made to the basic system; a more detailed account may be found in [16] and
[18].
9.2.1 Generating Faces
There are a number of possible ways to synthesize good-quality human face
images that could be presented to witnesses when constructing a composite. Perhaps one of the most obvious is to generate faces with facial features
– eyes, nose, mouth and so forth – which have been sampled from a conventional “feature”-based composite system. This approach would present a
number of candidate faces to a witness for rating of best likeness. Features in
the faces with higher likeness scores would be combined to produce further
candidate faces for rating. This general approach was followed by Caldwell
and Johnston [24] who generated faces containing features sampled from the
Photoﬁt kit. While informal evidence was given for its success, there are inherent problems. One of the most pressing is perhaps the coding mechanism
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used to represent the facial features along the genetic strings: it is unclear
how to classify features satisfactorily in this way. A better approach would
be to move away from a feature-based coding system to one where faces are
represented in their entirety. In this respect, the model used to generate faces
would be broadly similar to the whole face mechanism we use to recognize
faces [8].
Arguably the best known method for generating a holistic representation of
a face, and the approach followed here, is to use Principal Components Analysis, or PCA (for a review of PCA refer to [25]). PCA is a statistical technique
that extracts the main axes of variation within a set of data – in this case,
faces. It provides a compact coding scheme, namely a set of PCA coeﬃcients
for each item of data, along with a set of reference vectors called eigenvectors (or sometimes eigenfaces, eigenshapes and eigentextures when modeling
faces). The eigenvectors provide a code which inﬂuences the overall appearance of a face, and thus are holistic in nature. As can be seen in the animations
on the DVD accompanying this book, some of the eigenvectors provide a coding scheme which appears to be psychologically based [26] – by changing a
face’s width, length or age – but most have quite complex behaviours, such as
a combination of head rotation plus nodding. The eigenvectors also provide a
mechanism which allows the original data to be reconstructed by a weighted
combination (a set of PCA coeﬃcient values) of eigenvectors. In the current
application, combining the eigenvectors in diﬀerent random proportions allows
a novel face to be generated.
To provide a natural variation in facial appearance, two such PCA models
are required: one is referred to as facial shape, the other facial texture. We
note that other approaches, such as Cootes et al. [27], combine these models
into a uniﬁed one, but are kept separate here to accelerate the process, as
discussed later. The initial procedure to construct these two models with
PCA requires the careful positioning of about 250 coordinate points around
key facial features in a set of reference faces, as shown in Fig. 9.1.
These coordinate locations are then subjected to a PCA which provides a
statistical shape model. This model describes not only the shape and position
of the features of the inner face, but also the outline of the face and the shape
of the hair, ears and neck. The model contains a set of reference shapes, known
as eigenshapes in this context, which are combined in random proportions (the
PCA shape coeﬃcients) to produce a novel face shape. For the second model,
texture, the reference images are ﬁrst distorted or morphed to a common
average shape, also illustrated in Fig. 9.1, so that the features of each face
are aligned. A second PCA is applied to the pixel intensities of these aligned
images, which describes the colour of the eyes, brows and mouth as well as the
overall appearance of the facial skin. This model contains a set of reference
textures, or eigentextures, which are similarly combined in random proportions
(PCA texture coeﬃcients) to produce a random texture.
The generation of a novel face is the result of a random facial texture from
the texture model morphed to a novel face shape from the shape model. In
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Fig. 9.1. Image preprocessing. The ﬁrst stage to building a face generator is the
careful positioning of facial landmarks (centre). The landmarks are used to build
a facial shape model and also to morph each face to an average shape (right) in
readiness for constructing a facial texture model. The image on the left is the original

a) Hair, ears, neck

b) Shape

c) Texture

d) Combined image

Fig. 9.2. Representations used in the production of a novel face: a) hair, ears and
neck – the external facial features – with average face shape and texture; b) random
shape with landmarks overlaid (average texture); c) random texture (average shape);
and d) ﬁnal image comprising the random texture morphed to the random shape

practice, users select an appropriate set of “external” facial features – hair,
ears and neck – at the start of the process and the texture is blended into
this reference image, with shape changes applied thereafter. Repeating this
procedure with diﬀerent random PCA shape and texture coeﬃcients produces
plausible, but diﬀerent-looking new faces. Refer to Fig. 9.2 for an example of
the representations used in the production of a novel face.
In the following section, the evolutionary mechanism employed to locate
a speciﬁc face within a face model is discussed, along with results from computer simulations, which were used to ﬁne-tune the process, and several formal
evaluations of system performance.
9.2.2 Evolving a Composite Face
The face model at the heart of EvoFIT is capable of producing a very large
number of diﬀerent-looking faces. The construction of a composite using this
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model is essentially a search problem: to locate a face with a good likeness
within the space of possibilities, a problem ideally suited to an evolutionary
approach. It is apparent that given an appropriately constructed face model,
a large population size and many breeding cycles, that it should be possible
to produce a face with a good likeness to a target.
Clearly, the size and constitution of the faces used to build the face models
will inﬂuence the range of faces able to be generated. Early work involved
models built from 36 adult faces generally in their thirties [16], but the formal
evaluations described below used 72, a number comparable to that used in
other PCA face research (e.g., [25, 28]). More recent work, as mentioned in
Sect. 9.3.1, explores the role of more carefully selected face sets. Note that
merely increasing the size of the face model, in an attempt to increase the
range of faces produced, does not necessarily improve performance [29] since
the complexity of the face space is also likely to increase.
Witnesses to crime are unlikely to have seen the suspect for very long and
their memory of this face may suﬀer interference if too many other faces are
presented. The challenge therefore is to minimize the number of faces shown
to witnesses while maximizing the chances of locating a good likeness within
the face model. We have found that users are generally comfortable with being
shown up to about 500 faces in total, a size similar to that found elsewhere
[30], and this suggests an upper limit on face production per witness. The
approach taken was to present users with sets of 18 faces, a number close
to the maximum that can be sensibly displayed on a computer monitor. An
example screenshot is presented in Fig. 9.3 overleaf.
In an initial implementation by Peter Hancock [31], user feedback on the
subjective likeness of a screen of 18 such faces was via a rating scale (a Windows slider). The underlying GA based the selection of parents on higher
rating scores (proportional ﬁtness selection) and a new generation of 18 faces
was bred comprising of a random mix of PCA coeﬃcients from both parents
(uniform crossover), with a small amount mutation applied to the coeﬃcient
values. The same basic approach was used in the current implementation,
though rating scales were removed since rating about 500 faces might be a
rather arduous task for a witness. It turns out that about one in ten faces are
produced from the models with a likeness somewhat similar to a target face,
or two faces in a set of 18. We therefore simply ask users to select two faces
per screen, and give each selected face an equal breeding opportunity in the
GA (unity selection pressure).
A series of computer simulations were run to estimate settings for the
evolutionary parameters [16, 18], the results of which are summarized in Table
9.1. These simulations used randomly generated faces as targets and a face
selection procedure that was based on the overall error between a population
and a target face. Speciﬁcally, faces were selected with the lowest mean-square
error (MSE) for image pixel values for a target. The general approach is
rather problematic, as evolutionary parameters tend to interact with each
other (e.g., Mitchell [32]), although indications were that better performance
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Fig. 9.3. An example screen of EvoFIT faces. The faces shown contain random
shape and texture characteristics (within the range of a young adult white male)
and are presented with a hairstyle selected by the user

was produced with a small probability of mutation (a rate of about 1 in 20)
and following at least three cycles of breeding. The eﬀect of crossover and
mutation operators is illustrated in Fig. 9.4.
The work clearly demonstrated that even a single cycle of breeding produced a much better likeness of a target than just a random generation of faces.
The work also found value in carrying forward the best likeness to the next
generation, a so-called elitist approach, since this avoids a preferable likeness
being lost through breeding; speciﬁcally, via crossover and mutation operators. In addition, more rapid evolution emerged by giving this best (elitist)
face twice the number of breeding opportunities relative to the other selected
faces. Further, it was found valuable to separate the selection of facial shape
and texture. This is because sometimes a face with an appropriate texture
may have a poor shape, and vice versa. To accommodate this improvement,
the system was expanded with extra screens to ﬁrst present facial shape, and
then facial texture. As can be seen by Fig. 9.5, a quite good likeness could
now be evolved using targets which had been randomly generated from within
the system.
Two further improvements were made prior to carrying out a more formal
test. Firstly, although users were asked to base their selections on an overall
(holistic) impression of a face, they sometimes requested more feature-like
operations to be carried out on the evolved faces, such as making them thinner
or lowering the faces’ eyebrows. A small utility called the Feature Shift tool
was designed to allow such modiﬁcations, and was oﬀered for use not just
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(a)

(b)

(c)

(d)

Fig. 9.4. The eﬀect of crossover and mutation operators. The shape and texture
PCA coeﬃcients of the “parent” faces (top row) were mixed together via a uniform
crossover operator to produce four diﬀerent “oﬀspring” faces (bottom row). Faces
(a) and (b) were bred without mutation; (c) and (d) illustrate the eﬀect when a small
amount of mutation (one in 20 parameters) was applied: (c) illustrates a positive
age mutation and (d) illustrates a mutation which has lightened the eyebrows
Table 9.1. Summary of parameter settings emerging from computer simulations
Parameter
Population size
Generations
Mutation rate
Breeding opportunities
Elitism
No. of selected faces
Selection of shapes and textures

Setting
10-32
5-12 (depending on population size)
0.1 (probability per parameter)
2:1 (Best face : other selected faces)
Enabled
Fewer is better (lower limit 3 or 4)
Separate

when evolution was complete, but to enhance the best (elitist) face selected
at the end of each generation, thus further accelerating convergence. The
second improvement attempted to make face selection easier for users. Recall
that shapes are selected ﬁrst, and then textures. In the ﬁrst generation, no
texture would have been selected, and so the shapes are presented with an
average texture (see Fig. 9.2). In the second generation, a preferable texture
would have already been identiﬁed that contained in the best face, and thus
the shapes were given the texture from this elitist face. A similar idea was
applied when displaying textures, with these faces morphed into the shape of
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Fig. 9.5. An example composite (left) evolved by a user of a randomly generated
target (right). An early version of face model was used and system settings were
suggested by simulation

the best likeness presented on the previous shape screen. Subjective feedback
was positive from users regarding these additional enhancements.
9.2.3 Evaluation and Development
EvoFIT has been subjected to a number of more formal evaluations [9, 4, 10,
16, 18, 33, 17]. Such investigations are normally quite complicated in design
but typically involve recruiting participants to act as “witnesses”, exposing
each person to a target face for a short time, and asking him to evolve a
composite. Note that we have generally avoided constructing EvoFIT composites directly from a target photograph, unlike that carried out with the
feature systems [1, 9]. While such “in view” construction focuses more on the
capability of the system by minimizing memory load, users may be tempted
to inspect the individual features of the faces, as is likely with such comparative procedures [4], and thus detract from a whole face selection mechanism.
Instead, we have generally opted to evolve highly familiar faces when more
optimal conditions are required.
For a baseline, we compare the quality of EvoFIT composites with composites constructed by another group of witnesses who use one of the “feature” systems, such as the UK E-FIT or PRO-ﬁt. In addition, witnesses are
normally required to describe the appearance of their target face prior to composite construction, to reﬂect police procedures, although this is not necessary
with EvoFIT. Further, the work normally involves a “facial imaging specialist”, a person who assists witnesses recall their target face and operates the
computer software. The resulting composites are then given to a further group
of participants who evaluate them by attempting to give each a name, or to
match them to photographs of the targets. These latter, more auxiliary measures of composite quality are often quite important as composite naming is
generally very poor when construction occurs a couple of days after a target
has been seen (e.g., [9, 10]).
The ﬁrst such EvoFIT evaluation by Frowd et al. [18] used 30 photographs
of well-known famous male faces as targets; examples included Tom Cruise,
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Fig. 9.6. Example EvoFIT and E-FIT composites produced in the study. They are
of the American actor Bruce Willis (left pair) and British Prime Minister Tony Blair
(right pair). The EvoFIT is the left image for each pair

Tony Blair, Michael Owen and Robert De Niro. Thirty people looked at the
photograph of a celebrity for 60 seconds, described his face and then evolved
a composite. To do this, they ﬁrst chose a hairstyle, and were then nominally
shown four screens of 18 facial shapes, and selected two per screen up to a
maximum of six, and four screens of 18 facial textures, and similarly selected
six – that is, an approximate population size of 60 shapes and 60 textures.
After selecting the best overall likeness, the elitist face, the faces were bred
together. Witnesses made use of the Feature Shift tool on the best face as
necessary and three generations were normally run (i.e., the initial generation
of faces plus two complete breeding cycles). Any additional artistic enhancements, such as darkening the eyebrows or adding shading to the facial texture,
which is sometimes necessary with all systems,3 was carried out using Adobe
Photoshop. Example composites are shown in Fig. 9.6.
Another group of 30 people followed the same procedure as above but
prepared a composite with the UK E-FIT system instead of EvoFIT. To do
this, they selected individual features contained in the system, and positioned
and resized each as necessary in order to create the best possible likeness.
Analysis revealed that the E-FIT composites were correctly named 17%
of the time, the norm for feature systems with immediate construction [1, 2,
9] or when the delay is only a few hours in duration [4], but the EvoFITs
were correctly named only 10% of the time. While this result was somewhat
disappointing for EvoFIT, it turns out that most of the targets used were
much older than the average age in the EvoFIT model, which had an average
of 30 years, and demonstrated that the PCA model did not generalize well by
3

We have examined the eﬀect of artistic enhancement on a set of 20 PRO-ﬁt and
Photoﬁt composites constructed by realistic procedures in the laboratory (from
Frowd et al. [4]). Results suggested that the presence of artwork changes (carried out on the composites as part of the construction procedure) approximately
doubled the naming rate, thus underscoring the importance of this procedure (unpublished data). An example of artwork improvements can be seen in the EvoFIT
of Tony Blair in Fig. 1.6 which includes under-eyes bags and shading along the
jowls.
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age. A good example of this is the EvoFIT produced of Tony Blair, who does
indeed look young.
A more realistic evaluation was carried out later by Frowd et al. [10],
and this compared EvoFIT with a range of composite systems in police use.
Participant witnesses again looked at a photograph of a famous face, only
this time the target was checked to be unfamiliar to them (as in real life)
and was kept in memory for a realistic two days. A new similarly sized face
model was also built, one that was capable of constructing faces up to an age
of about 40 years and was also suitable for police use (the previous one was
for research only). Targets were age-appropriate for the EvoFIT face model.
Five groups of 10 people took part in the study, and each group constructed
a single composite with one of ﬁve systems: E-FIT, PRO-ﬁt, EvoFIT, FACES
(a US system) and a sketch artist; refer to Fig. 9.7 for examples.
The overall level of composite naming was very poor for this experiment,
a few percent correct, and the best performance was found for those people
who worked with the police sketch artist, a mean of 8.1% correct – see Table 9.2 for details. The result was again disappointing for EvoFIT, though
these composites were nonetheless named signiﬁcantly more often than those
constructed with E-FIT and PRO-ﬁt.
While there was anecdotal evidence that EvoFIT could sometimes produce
a good-quality composite, and therefore a good representation of the target
face existed within the face model, evaluations such as those mentioned above
suggested that the evolution was not reliably converging on a good likeness of
a target. We have since found a much better method for the user to identify
the face with the best likeness at the end of each generation. The new method
is to simply present all combinations of selected facial shape and facial texture,
a total of 36 faces (six shapes × six textures), and to ask witnesses to select
the best likeness. This is somewhat like a tournament selection method, where

Fig. 9.7. Example composites each constructed of the US actor Ben Aﬄeck. They
were produced by diﬀerent witnesses after a two-day delay from (left to right) E-FIT,
PRO-ﬁt, a sketch artist, FACES and EvoFIT
Sketch EvoFIT FACES PRO-ﬁt E-FIT
8.1
3.6
3.2
1.3
0.0
Table 9.2. Mean naming level of the composites produced in the two-day study.
Values are percent correct
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Fig. 9.8. An example composite (left) evolved from the memory of a face (right)
using the enhanced method for selecting the best face

candidates compete with each other for pole position, but the result has had a
quite dramatic eﬀect on system convergence, as found in the next evaluation.
An example composite produced from memory using this method is presented
in Fig. 9.8.
A version of the system containing the shape-texture combinations was
evaluated by Frowd et al. [9] in the same way as [10], using unfamiliar target
faces and a two-day delay. Since celebrities such as ﬁlm stars tend to be relatively attractive, we used UK footballers, not generally known for their good
looks, as targets. This had the added advantage that they would be genuinely
unfamiliar to people with no interest in the game, who would construct the
composites, but potentially identiﬁable by fans, who would evaluate them. In
this study, the method participant witnesses used to remember or encode their
target face was also manipulated. It is known that people may consciously attempt to remember the appearance of a face, and thereby scrutinize the face
feature-by-feature, or they may perceive the face more passively and form
a more overall (holistic) impression [34]. In the study, participant witnesses
were asked either to study the features of their target face, a feature encoding,
or to make a number of personality judgments, which are known to encourage a holistic encoding (e.g., [35]). Each person made a composite using either
EvoFIT or PRO-ﬁt. It was expected that the traditional “feature” composites
from PRO-ﬁt would be better under a feature encoding but that composites
evolved from EvoFIT would be better under a holistic encoding.
An evaluation of the composites (Fig. 9.9) revealed that the overall level of
composite naming was consistently better for the EvoFITs than the PRO-ﬁts
(8.0% vs. 4.3%), demonstrating success in the new method for identifying the
best face. This procedure appears to improve the search of face space with
only a modest increase in the number of faces presented to users (about 100
faces more per person).
There were two slightly curious results found in this study. The ﬁrst was
that both approaches beneﬁted from scrutinizing a target face by its features.
This type of coding may assist EvoFIT users by allowing them to verbalize
the face better, which would then be helpful when improving the size and
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Composite naming (percent correct)

20

15

10

EvoFIT
PRO-fit

5

0
Feature

Holistic
Encoding of target face

Fig. 9.9. Naming of the EvoFIT and PRO-ﬁt composites in the two day footballers’
study. The target faces were unfamiliar to the participant witnesses

placement of features using the Feature Shift tool. The signiﬁcant gain in
naming under feature encoding, relative to the currently used PRO-ﬁt system,
has suggested, along with other research [33, 17], that while performance is
by no means perfect, the system would be of value to the police at this stage.
As such, the UK police have now been given a full system for use in criminal
investigations; this software may also be used for research and is provided
on the accompanying DVD. Secondly, a supplementary analysis revealed that
the quality of the hairstyles on the EvoFITs was a little better than those on
the PRO-ﬁts, in spite of the hair being taken throughout from the PRO-ﬁt
system in this evaluation (to maintain a tight comparison). It is most likely
that a better hairstyle was produced since the shape of the hairstyle is part
of the evolving process (recall that it is morphed along with the rest of the
face shape) and an overall better likeness could be gained through breeding.
9.2.4 Operation Mallard
EvoFIT was ﬁrst used forensically a few years ago in a UK criminal investigation, Operation Mallard. This case involved a series of sexual assaults which
took place in Southern England between 1999 and 2001. Several composites
were constructed in this investigation and several public appeals were made
for information on the BBC Crimewatch program, though the perpetrator
was not located. One of the most recent victims had diﬃculty in recalling
the appearance of the assailant’s hair and this was likely to have limited the
eﬀectiveness of the overall sketch. About a year later, however, the victim
was reminded of a more appropriate hairstyle, ﬁrst on TV and then in the
street, and an updated sketch was prepared for the hair, ears and neck. It was
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Fig. 9.10. The Sketch, E-FIT and EvoFIT constructed in the Operation Mallard
investigation. A photograph of the assailant is on the right

decided that this image be used as a starting point for the construction of an
EvoFIT with this victim.
This new sketch was resized and the outline of the face and hair morphed
so that it could be used as a set of external features. The construction of an
EvoFIT was carried out as normal, by the selection of shapes and textures, but
without the improved method of obtaining a best face, and three generations
of faces were required to evolve a good likeness of the assailant (see Fig. 9.10).
The EvoFIT evoked a powerful reminder of the incident and the victim found
it quite uncomfortable to look at.
The perpetrator of these crimes was recently identiﬁed by familial DNA
(a family member was on the UK National DNA database) and has been
convicted. We have now carried out a small evaluation [33] of the composites
produced from the latest victim. While the main aim of this study was to
explore the eﬀectiveness of averaging together the composites produced, since
this can enhance target identiﬁcation [2], the sketch was found to be generally best, the EvoFIT second-best, and the E-FIT third-best; the EvoFIT
appeared to have the best individual features. Overall, the results suggested
that EvoFIT could produce good results when used in a criminal investigation.

9.3 Exploring the Artistic Potential of EvoFIT
EvoFIT was designed for a speciﬁc purpose, to transfer the memory of a
face into a form (a picture) that can be communicated to and recognized by
another person. Evolving a face is clearly a creative process: it is in essence
a person’s expression of an image held in memory. Of course, witnesses or
victims may not be able to recall the appearance of the face, they are much
more likely to recognize the similarity in a given face; hence the value of
EvoFIT; but such images may still be considered “works of art”. There are of
course limits to the appropriateness of a witness’s artistic expression, largely
constrained by the seriousness of the application, and it may be inappropriate
for witnesses to over-exaggerate a composite to make it look too aggressive, too
threatening or too “criminal” in appearance, even if these traits better reﬂect
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a particular crime. In the laboratory, it has been shown that the subjective
opinion held by a participant witness of a target can indeed inﬂuence the
appearance of a composite (e.g., Shepherd et al. [36]). However, it is also
likely that composites are better recognized by other people (who are typically
close friends or family members of the suspect) when the composite itself is
portrayed with a more neutral, or even positive, expression. This suggests
that composites exhibiting less extreme expressions may be more identiﬁable.
EvoFIT can, however, clearly be used creatively in other ways; for example
to explore a range of human percepts such as attractiveness, intelligence and
arrogance. These arguably more subjective notions of appearance are explored
below in conjunction with other applications of the technology.
9.3.1 Evolving Generic Face Types
Social psychology informs us that we make judgments of people based on
facial appearance. For example, it has been shown that the simple act of
wearing glasses can give the impression of greater intelligence. We also have
a clear notion of what an attractive face looks like [37] even if we are unable
to express it verbally. One possible way to explore the presence of stereotypes
is to simply ask people to “evolve” a generic face type. Another evolutionary
face system, FacePrints, been used in this way to demonstrate that it is indeed
possible to evolve attractive faces [38], or faces that are highly masculine or
feminine [39].
EvoFIT has similarly been used to evolve attractive faces of women [40].
Howdle tested two groups of 15 men: those native to Britain and those who had
grown up in Africa but were students at Stirling. Each person was presented
with three screens of 18 randomly generated faces (each face changed by both
shape and texture) and were asked to select two from each screen that seemed
most attractive. They then chose the best of these six and a new generation of
faces was produced; this was repeated for three generations. The face model
used was of young Caucasian women, so it was understood that the faces
generated might not be ideal for the African group, but nevertheless they
were able to choose faces that seemed relatively attractive to them. The hair
for all faces was the same, a relatively short, dark style.
The generated images were evaluated by pairing one from a British participant and one from an African. Eight such pairs were then shown to 12
African and 12 British students, who were asked to select which of each pair
they preferred. The results showed a signiﬁcant interaction, with each race
choosing more of the images generated by members of his own race. Visual
inspection suggested that the African participants generated faces which were
rounder and had more prominent eyes than those produced by the British
participants
We have also started exploring whether it is possible to evolve other generic
face types: do we have a stereotype of what an intelligent person might look
like? Might the same be true for an artist, a footballer, a celebrity, or even a
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Fig. 9.11. Evolving generic face types. Faces were selected to be most intelligent
(left pair) and most like an artist (right pair). Each attempt was constructed by a
diﬀerent person

scientist? To do this, a diﬀerent face model was employed, one much larger
than that currently used for policework, or for evolving attractive faces. This
model contains 200 white male faces with an age range of 16 to 75 years and
is being used more generally to improve system performance by biasing the
initial faces more appropriately – by making them appear thin, middle aged,
masculine, or attractive, if that is what is required – rather than presenting
faces containing random characteristics. In the current pilot work, faces were
selected on the basis of appearing intelligent, or being most those of artists.
Examples are presented in Fig. 9.11; the best likenesses evolved after three
generations. While we have used the system in this way only for a few people,
it is interesting to note how similar the evolved faces appeared to each other
for intelligence, but not for “artist”, perhaps indicating a more consistent
representation for the former dimension.
9.3.2 Evolving an Artist’s Impression
EvoFIT now appears to produce composites that are more identiﬁable than
other UK computerized systems when tested using procedures which mirror
real witnesses as far as possible [9, 10, 33]. Part of the current work, as mentioned above, is to improve the evolution by providing a better set of initial
faces. Another approach might be to change the appearance of the faces altogether. Research by Frowd et al. [10] has demonstrated that composites
produced after a two-day delay when people work with a sketch artist are
generally better than when produced using modern computerized systems.
As illustrated in Fig. 9.12, a sketch constructed in this way can be quite
sparse, presumably because facial texture is diﬃcult to describe. However,
it is possible that sketches are more accurate overall than other approaches
which produce more photographic-like quality images, if not for any other
reason than because there is less information to be inaccurate! The presence
of “blank” regions in a sketch may also prompt our visual system to actively
reconstruct these areas and to provide a more accurate probe for recognition.
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Fig. 9.12. An artist’s sketch of the footballer Michael Owen (left) and evolved
sketches of the Irish pop singer Ronan Keating (centre) and the UK Prime Minister
Tony Blair (right)

We have built an EvoFIT face model to broadly mirror the images produced by a sketch artist. To do this, we preprocessed the faces to remove the
main facial texture while leaving the features largely intact. A small study,
involving a dozen people evolving celebrity faces using this model, has demonstrated (Fig. 9.12) that sometimes it is possible to construct a very good
likeness using this image mode. The images produced are rather interesting
aesthetically with the features appearing quite pronounced in the face.
9.3.3 Predicting the Appearance of Children
To our knowledge, no reliable mechanism exists to predict the facial appearance of human children, although such a system would appear to be of interest,
even if for entertainment purposes. We have developed a version of EvoFIT
that allows photographs of pairs of faces to be imported into a mixed gender
face model, to obtain PCA coeﬃcients for each face, and then to produce
an oﬀspring face via a random mix of these coeﬃcients. Note that we make
no strong claims as to the accuracy of this procedure compared with faces
produced by natural breeding.
Such a fun application was developed by Frowd et al. [41] by constructing
a new 200 item face model, in colour, and using an equal number of male and
female adult faces. Then, the parent photographs ﬁrst had their major facial
landmarks identiﬁed, for the construction of the face model itself, to allow
the PCA shape coeﬃcients of the face to be obtained (a best ﬁt in the shape
model). The parent faces were then morphed into the average face shape and
the pixel intensities were similarly projected onto the texture model. This
resulted in a pair of parameters, one for shape and one for texture, for each
parent face. Simply mixing together the shape coeﬃcients from both parents,
and likewise for the texture coeﬃcients, enabled an oﬀspring face to be “bred”.
An example of a pair of parent faces that were imported into the model
and bred together is shown in Fig. 9.13. Since the mix of coeﬃcients from the
two parents is random, a diﬀerent oﬀspring face is produced each time a child
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Fig. 9.13. A breeding example. Photographs of two parent faces are on the left,
followed by a “daughter” face that was “bred” from the parents. As the average
age of the face model is about 30 years, the breeding procedure produces oﬀspring
also as adults. Far right: a photograph of one of the couple’s four real daughters,
illustrating that a close likeness is possible with the technique (albeit by a chance
mixing of face coeﬃcients)

is generated. This version of EvoFIT has generated a large amount of public
interest, in spite of it being marketed as a fun application of the technology.
We have, nonetheless, carried out a small evaluation to demonstrate that the
oﬀspring of parent faces produced using this method may be identiﬁed among
others faces above the level of chance [41], as is the case for “real” oﬀspring
[42].

9.4 Future Directions
We believe that signiﬁcant research is still required before highly identiﬁable
composites are consistently produced by the evolutionary approach. There are
several promising avenues. One approach might be to simplify the appearance
of the faces, as discussed above. Another might be to provide a face model
which better matches a suspect’s memory of a criminal. The current version of
EvoFIT given to the police initially presents witnesses with faces containing
random characteristics, within the general classes of race and sex. However,
witnesses often recall details about a suspect’s face, and this information may
be used as part of constructing an EvoFIT; this information is important for
the E-FIT and PRO-ﬁt systems to help locate speciﬁc features. For example,
they may provide an estimate of a suspect’s age (e.g., early forties), the shape
of the face (e.g., wide) and the overall facial appearance (e.g., unhealthy skin).
Thus, it should be possible to build a face model with characteristics that
broadly match this description (early forties, wide, unhealthy). Evolving a
face using such a user-deﬁned model, which may not need to contain as many
as 72 faces, should enable a better likeness to be produced relative to a more
generic model.
It is clear that even with constraining the face model in this way, there is
still an element of chance involved: if the initial random faces are by chance
not distributed well, perhaps important regions of the face space may not be
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Fig. 9.14. Evolving more than one composite of the same celebrity. The pair of
images on the left are of the British footballer David Beckham; the images on the
right are of the British pop singer Robbie Williams

searched appropriately by the GA. One promising approach is simply to ask
users to construct more than one composite. As the initial sets of faces are
randomized for each run, we have found that the chance of producing a good
likeness increases with a second attempt. In one evaluation, by Frowd et al.
[17], a user looked at a celebrity face for one minute, then ran the evolver twice.
Examples are presented in Fig. 9.14. Results supported the notion that the set
of initial faces were important to the evolved likeness, given that sometimes
a better likeness was constructed ﬁrst, and sometimes second. Importantly,
the user was able to reliably identify which of the two composites constructed
was the best, thus providing a mechanism to improve the problem of a chance
poor set of initial faces. We have recently shown [29] that this beneﬁt similarly
extends to a more realistic design involving unfamiliar faces and a two-day
delay, suggesting that the method may also be of forensic use.
In these Frowd et al. [29, 17] studies, users constructed two composites
from the memory of a target face. In both studies the average composite
naming rate for each target ranged from a few percent to nearly 70% correct, while the quality of users’ ﬁrst and second attempts (as measured by
naming) were highly correlated (r = 0.8). These data suggest that the main
problem concerns the ability to generate faces, rather than to select faces from
memory. Indeed, in [17], targets were highly familiar to the user, and therefore
forgetting was unlikely to be a problem; yet naming attained only 27% correct
overall. This is perhaps not too surprising since a relatively small number of
faces – 72 in this case – were used to build the face models that were required
to evolve a good likeness of any target (for a speciﬁc race and age range);
thus, some targets were constructed very well, and some not so well. In a
more recent evaluation, Frowd et al. [43] compared two similarly sized face
models using the design and procedure of [17]. It was found that composite
identiﬁcation was markedly diﬀerent for half of the targets between the models, supporting the notion that a particular face model does not generalize
suﬃciently well and, crucially, that a user-deﬁned face model, as suggested
above, is a promising next step.
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Another promising approach has emerged from the observation that in
general most of the improvement in the evolution of a target occurs during
the second generation; that is, when the faces have been bred together once.
Further cycles of breeding tend to make only minor improvements. It would
appear sensible therefore to employ several shorter evolution runs and to
use the best faces produced from each in a ﬁnal breeding cycle. This should
overcome the problem of a poor set of initial faces, as mentioned above, as
well as of carrying out a more thorough search of face space from a good set
of starting positions.

9.5 Conclusion
Obtaining a good likeness of a suspect’s face can be crucial to solving a crime,
although the traditional “feature” computer systems used by the police are far
from ideal. The approach presented in this chapter simply requires witnesses
to select from an array of alternative faces and a likeness is “evolved” over
time. The main problem has been to limit the number of faces presented, while
carrying out a thorough search of the face space. Through a process of selecting
facial shapes and facial textures, and then combinations thereof, we have found
that the new EvoFIT method works better than the traditional one. We are
currently exploring mechanisms for improving performance, including limiting
the complexity of the face space, or running the system more than once per
witness. There are other interesting applications of the technology that we
have also been exploring, such as of predicting the oﬀspring of faces or of
producing generic face types.
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